XSL and Java: Just enough to be dangerous

By Casey Durfee <casey.durfee@spl.org>

There are a lot of times that you would like to be able to do things in your XSL stylesheets that you can’t do either easily or at all through XSL.  For instance, you might want to include the contents of another URL – a URL that’s based on the current HIP page such as (http://mylibrary.org/someapp.php?query=<something>) where you want the <something> part to come from the XML that built the page.  Now, it’s easy enough to use XSL to have a hyperlink there on the page, but there is no way using XSL alone to have it get the dynamic content too (this is not true for static content – you can just use the XSL document() function for that).   For that, and for many other things, the best way to do it is to call a java extension from within the XSL stylesheet itself.  Here are some potential uses I’ve thought of:

1) to recreate a lot of the advanced stuff currently done by I-descriptors for Dynix that are cumbersome to do with marc maps and XSL

2) To tie in RSS or other XML feeds

a. From local news/weather sites

b. Using Amazon’s XML web services interface

3) To tie in to other apps your site uses.

4) To do ad-hoc translations of things into other languages using babelfish or a similar translation guide

This whole document is definitely a “just enough to be dangerous” sort of explanation.  It explains just enough to point you in the right direction to writing your own if you already know XSL and java fairly well, and to just using somebody else’s if you know XSL and HIP fairly well, and comes with no warranty, guarantees, or free nachos.

A simple (simple as possible), high-level overview of writing an extension function and deploying it:

1) Write the java function and put it in a package.  

a. For total simplicity, make the functions you want to call be static functions that take String arguments and return String arguments and do not worry about your constructor.  (For less than total simplicity, read up the caveats section at the end…) Here is a basic example that will GET a URL – note that there is no error handling or dealing with 404 errors or anything; it’s just a simple example to give you a taste:

package org.spl;

public class XSLUtil{

public static String getURL(String URLName){


       StringBuffer response = new StringBuffer();


       BufferedReader br = null;



try{



   URL u = new java.net.URL(URLName);



   HttpURLConnection hu = (HttpURLConnection) u.openConnection();



   hu.setFollowRedirects(true);



   br = new BufferedReader(new InputStreamReader( hu.getInputStream()));



   String lineOn = "";



   while((lineOn = br.readLine()) != null){                    



       response.append(lineOn);



   }


       }


       catch(Exception e){



   e.printStackTrace();



   return "";


       }


       finally{



   try{





   if(br != null) br.close();



   }



   catch(Exception e){




   e.printStackTrace();



   }


       }


       return response.toString();


}

}


You should make your functions as efficient as possible, since the displaying of the page will not happen until your function completes.  If there is a chance that something might time out or sit there a long time (like a write to disk or getting a URL), you will need to figure out some way to make sure your function won’t run forever or be willing to live with the possibility that if whatever resource you’re calling isn’t working right then your library catalog will be down.  (Aside: easiest way would be to spin off the part that might wait as a separate thread and then have the main thread use thread.join( TIMELIMIT) to interrupt it if it doesn’t respond within a timely amount of time.)

2) Make a jar file for your package/class.  (Compile the class you made and put it in folders to match the package structure.  I.E. if your package name is org.spl, then make a new folder called org, then a folder inside that one called spl, then put the class file in that folder.  Then make a jar file containing your class and related classes.  Do not worry about the manifest.)

3) Take the jar you made in 2) and put it in the <XSL processor directory>\lib folder (you will see other jars such as saxon.jar and log4j.jar in there).

4) Edit each of the start*.bat files that launch XSL processors.  Add a line for your jar to add it to the XSL_CLASSPATH.  Find the section that looks like this:

set XSL_CLASSPATH=%XSL_CLASSPATH%;./lib/jboss.jar

set XSL_CLASSPATH=%XSL_CLASSPATH%;./lib/jboss-j2ee.jar

set XSL_CLASSPATH=%XSL_CLASSPATH%;./lib/log4j.jar

set XSL_CLASSPATH=%XSL_CLASSPATH%;./lib/jboss-common-client.jar

and then add another line.  If the name of your jar file is XSLUtil.jar, add the following line:



set XSL_CLASSPATH=%XSL_CLASSPATH%;./lib/XSLUtil.jar

5) Go and edit any stylesheet you want to call the extension function.  At the top of the stylesheet, find the bit that looks like, for instance:

<xsl:stylesheet version="1.0" xmlns:xsl="http://www.w3.org/1999/XSL/Transform"

xmlns:netlib="/com.dynix.util.ulURLAPI"

xmlns:stringex="/com.dynix.util.StringEx"

xmlns:termhighlight="/com.dynix.util.TermHighlight"

xmlns:URLEncoder="/com.dynix.util.IpacURLEncoder"

xmlns:URLDecoder="/java.net.URLDecoder">

Edit this part to define the namespace for the function you are importing, relative to the package and function name.  (Unless there may be ambiguity, you should just make the namespace part the class name.)  For example if the package name is “org.spl”, and the class name is “XSLUtil”, you would edit that bit shown above so it looked like:

<xsl:stylesheet version="1.0" xmlns:xsl="http://www.w3.org/1999/XSL/Transform"

xmlns:netlib="/com.dynix.util.ulURLAPI"

xmlns:stringex="/com.dynix.util.StringEx"

xmlns:termhighlight="/com.dynix.util.TermHighlight"

xmlns:URLEncoder="/com.dynix.util.IpacURLEncoder"

xmlns:URLDecoder="/java.net.URLDecoder"



xmlns:XSLUtil="/org.spl.XSLUtil">


Now, to call the function later on in the stylesheet, you would do something the following:

<xsl:value-of select="XSLUtil:getURL($testURL)" />

Note that XSLUtil is the namespace you defined above, and getURL is the function defined in the class you tied to the namespace above.

Example.

Included is a small example of what you can do with this technology.  It implements a simple syndetics-like functionality using Amazon.com’s web services API.  This is only for demo purposes!  It works, but it’s only meant to be a primitive example and I don’t take any responsibility for what you do with it, as was explained previously.

Here’s how you set it up:

1) Go to Amazon.com and sign up for a (free) developer’s ID at 

http://www.amazon.com/gp/aws/landing.html.  

It will not work unless you do this.  Also read the terms of use.  I am not a lawyer, and am not offering any legal advice, but if you are using this for more than casual demo/experimentation, it looks like you will need to:

a. Only have links to Amazon.com, not any other booksellers such as barnes & noble, in your HIP.

b. Make sure you query their services less than once per second (as long as you are only running one XSL processor, my code will take care of this for you.)

c. Not cache any of their data for more than 24 hours.  That means that you need to manually (or write a script to automatically) clear files out of the AmazonCache directory (that you will create below) that are over 24 hours old.

2) Test your developer’s ID by trying the following URL (replacing <developer ID> with the one you got in step 1.)

http://xml.amazon.com/onca/xml3?t=webservices-20&dev-t=<developer ID>&AsinSearch=0375407928&mode=books&type=heavy&page=1&f=xml

This also gives you a picture of all of the data you can get through Amazon’s Web Services with this code.

3) Download the XSLUtil.jar file that came with these instructions to your XSLProcessor\lib directory and edit your .bat file to include its path as described above.

4) Go and make a directory called AmazonCache as a subdirectory of the one that holds the XSL processor start.bat file.  This will contain XML files of data pulled down from Amazon so that it does not have to re-query Amazon every time, speeding things up and allowing it to serve more requests.  According to the licensing agreement, this content should not be kept for longer than 24 hours, but my code currently does not enforce this.  If it cannot get the content from Amazon, due to there being too many requests or some other error, it will return an XML comment with the reason in the comments.  


5) Edit your stylesheets:

a. Go and add the namespace as described above.  Use XSLUtil for the namespace and org.spl.XSLUtil for the class name.

b. Before any of the other calls to get actual data, you need to make a call to setDevID with the developer ID you got above (replace ..put your id here.. with your dev ID.)  

<xsl:value-of select="XSLUtil:setDevID('..put your id here..')" />

Just put it in the stylesheet once, right before you do anything else with the XSLUtil stuff and you’ll be fine.  Also make a call to setAssocID( ) if you have an Amazon associates’ ID you’d like to use.  If you don’t, it will just use the generic webservices-20 associates’ ID.

c. Now make any other calls you feel like making – look at the XSLUtil.java code to see what all’s available.  For instance, the following will get the Amazon.com sales rank for the current item:

<xsl:value-of select="XSLUtil:getAmazonSalesRank(//isbn)" disable-output-escaping="yes" />

And the following would get the Amazon description (what appears under “editorial reviews”) for the current item:

<xsl:value-of select="XSLUtil:getAmazonDescription(//isbn)" disable-output-escaping="yes" />



Easy, no?

I have set up several convenience functions for the stuff you’re most likely to want from Amazon (the link to the book jacket, etc.) – see code, but if there’s an arbitrary element (SomeAttribute, for example) you want from the XML, you can get it by calling

<xsl:value-of select="XSLUtil:getAmazonAttribute(//isbn, ‘SomeAttribute’)" disable-output-escaping="yes" />

Here is a bigger snippet of XSL code.  If you put this code in your fullnonmarcbib.xsl stylesheet right after the “Analytic Linking” section (around line 2200), it will display nicely along with the non-fixed elements on the full bib:

<xsl:comment> calling setDevID...



<xsl:value-of select="XSLUtil:setDevID('..put your id here..')" />


</xsl:comment>


<tr><td>


Amazon.com description:</td><td> <xsl:value-of select="XSLUtil:getAmazonDescription(//isbn)" disable-output-escaping="yes" />


</td></tr>


<tr><td>


Amazon.com sales rank:</td><td> <xsl:value-of select="XSLUtil:getAmazonSalesRank(//isbn)" disable-output-escaping="yes" />


</td></tr>


<tr><td>


Amazon.com average rating:</td><td><xsl:value-of select="XSLUtil:getAmazonCustomerRating(//isbn)" disable-output-escaping="yes" />


</td></tr>

Note that you can also just get an arbitrary URL of your choosing with this package – just use the XSLUtil:getURL( ) function.  

Conclusions and caveats.

Now, theoretically you can pass node-sets in between the stylesheets and the java code, not just strings/Booleans/integers, but I haven’t had any luck with getting them to work. (Aside: You’d want to do this so you could get content back from the java function that you could then treat just like XML within the stylesheet itself.  Without that, you’re stuck with treating what gets returned as string data, so if your function returns data like

<somelement>


<thing>chocolate</thing>


<thing>vanilla</thing>

</somelement> 

You can’t just process it by doing a <xsl:for-each select=”//somelement/thing”>, you’d have to treat it as a string and process it with substring-before(‘<thing>’) and the like.  You could of course process it as XML within the java code, applying stylesheets and what have you in java, and then passing back the HTML you produce that way back to the stylesheet as a string.  That seems like a lot of work for if you only want to get one or two attributes from some remote XML feed. )

 The problem is that every XSL parser deals with passing datatypes back and forth differently.  The Dynix XSL processor uses a parser called Saxon.  Now, later versions of Saxon do a lovely job of passing node-sets between XSL and Java, but the version of Saxon that HIP uses is an old version, primarily because all the HIP XSL stylesheets are written to follow the XSL 1.x standard and updating them all to follow the XSL 2.x standard would be a pain in the butt.  It may still be possible to get it to pass a node-set back, but I haven’t gotten it to work.

More Information:

“Expand XSLT with Extensions”, http://www-106.ibm.com/developerworks/library/x-callbk/?open&l=976,t=gr#head4
“XSLT in Java”, http://www.informit.com/guides/content.asp?g=xml&seqNum=65

“XSLT blooms with Java”, http://www.javaworld.com/javaworld/jw-12-2001/jw-1221-xslt.html
“Saxon Extensibility”, http://saxon.sourceforge.net/saxon7.8/extensibility.html
(Note that this applies to later versions of Saxon than the one the HIP XSL processor uses)

Michael Kay’s book on XSL has a section on extension functions which was pretty good as I remember.

